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A B S T R A C T

Increasing the depth of Convolutional Neural Networks (CNNs) has been recognized to provide better
generalization performance. However, in the case of 3D CNNs, stacking layers increases the number of learnable
parameters linearly, making it more prone to learn redundant features. In this paper, we propose a novel
3D CNN structure that learns shared 2D triplanar features viewed from the three orthogonal planes, which
we term S3PNet. Due to the reduced dimension of the convolutions, the proposed S3PNet is able to learn
3D representations with substantially fewer learnable parameters. Experimental evaluations show that the
combination of 2D representations on the different orthogonal views learned through the S3PNet is sufficient
and effective for 3D representation, with the results outperforming current methods based on fully 3D CNNs.
We support this with extensive evaluations on widely used 3D data sources in computer vision: CAD models,
LiDAR point clouds, RGB-D images, and 3D Computed Tomography scans. Experiments further demonstrate
that S3PNet has better generalization capability for smaller training sets, and learns more of kernels with less
redundancy compared to kernels learned from 3D CNNs.

1. Introduction

Almost all computer vision problems have seen drastic advances
with the advent of deep learning methods and convolutional neural net-
works (CNNs) in particular. For 2D images, various network structures
have been extensively explored, resulting in successful applications in-
cluding image classification (Krizhevsky et al., 2012; Simonyan and Zis-
serman, 2015; Szegedy et al., 2015, 2016, 2017), object detection (Ren
et al., 2015; Liu et al., 2016; Redmon et al., 2016; Redmon and Farhadi,
2017), image deblurring (Nah et al., 2017), and super-resolution (Kim
et al., 2016; Lim et al., 2017).

For problems on 3D data, this is not yet the case. Many methods
basically extend the methods developed for 2D data to 3D data, such
as the 3D deep belief network by Wu et al. (2015) which is an
extension of the 2D deep belief network, or the VoxNet, by Maturana
and Scherer (2015), which is a simple CNN with 3D instead of 2D
convolutional kernels. Further examples of this trend can be observed
in more recent works, such as the work by Brock et al. (2016) which
incorporates the inception modules from Szegedy et al. (2015) and
the residual connections from He et al. (2016) into a 3D CNN, or the
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work by Sedaghat et al. (2017) where an auxiliary task is added to
improve network generalization. While all these methods are applicable
to both volumetric 3D images as well as polygonal 3D surface shapes
via voxelization, they may become excessively complex due to their
very deep architectures. When training data is insufficient, this may
lead to learning redundant features and hinder effective training.

Another class of methods is based on rendered views of 3D shapes
from multiple perspectives (Su et al., 2015; Qi et al., 2016; Yavartanoo
et al., 2018). While these multi-view projection based CNN methods are
more efficient compared to 3D CNN methods, their effectiveness may be
limited with volumetric images where the internal structures hold more
important information than the external structures. Even for 3D surface
shapes which do not have any internal structures, occlusion from the
projection might lead to a misrepresentation of the actual shape. To
address all these limitations, we propose a novel CNN structure with
shared 2D kernels for triplanar convolutions. We term our network
the Shared 2D kernel-TriPlanar convolution network, or S3PNet. Our
S3PNet consists of three branches of 2D convolutions, rather than 3D
convolutions, thus requiring considerably fewer network parameters.
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Each branch is controlled to process the internal cross-sections, per-
slice, at three orthogonal viewpoints corresponding to the 3D cartesian
axes, through iterative 2D convolutions and non-linear activation func-
tions. The features learned from the three branches are then fused to
form a single combined feature representation. The main advantage of
S3PNet becomes the reduction in network complexity relative to 3D
convolution based CNNs. With shared parameters of the 2D convolution
kernels, the reduction of dimension in convolution is fully exploited.
Specifically, a conventional single 3D convolution layer requires (𝐹𝑖𝑛 ⋅
𝐹𝑜𝑢𝑡) ⋅ 𝑘3 parameters, while three branches of a single S3PNet layer
require (𝐹𝑖𝑛 ⋅ 𝐹𝑜𝑢𝑡) ⋅ 𝑘2, where 𝐹𝑖𝑛, 𝐹𝑜𝑢𝑡 and 𝑘 denote the channel of the
input feature-map, the channel of the output feature-map, and the size
of the convolution kernel, respectively.

We demonstrate the efficacy of our S3PNet on widely used com-
puter vision benchmark datasets for shape retrieval and classifications:
ShapeNetCore55 (Savva et al., 2016), ModelNet dataset (Wu et al.,
2015), Sydney Urban Object dataset (De Deuge et al., 2013), and
NYUv2 dataset (Silberman et al., 2012). We show that our proposed
approach achieves state-of-the-art performance on several datasets,
despite the substantial reduction in the number of parameters. We also
show the wide applicability of S3PNet by applying it to the problem of
Lung Nodule Analysis of 3D computed tomography (CT) scans on the
LUNA16 dataset (Setio et al., 2017). In contrast to the data for shape
retrieval, CT data is fully voxelized and volumetric, and thus many
comparative methods which assume point cloud data or view projection
images cannot be applied. The proposed S3PNet outperformed other
existing methods, achieving state-of-the-art accuracy. Furthermore, we
provide a comparative analysis on the robustness of S3PNet to the size
of training data. Due to the reduced network complexity, we observed
that S3PNet is capable of learning more diverse kernels which lead
to better generalizations for smaller training sets. Overview of the
proposed method is shown in Fig. 1.

2. Related works

‘‘Hand-crafted’’ 3D feature representation. Shape descriptors
have often been used for inference of 3D objects. A wide variety
of shape descriptors rely on ‘‘hand-crafted’’ features of a particular
geometric property of the shape. In Horn (1984), shape is repre-
sented as histograms or bag-of-feature models constructed from surface
normals and curvatures. Other approaches include representing the
shape with distances, angles, triangle areas, or tetrahedra volumes
at sampled surface points (Osada et al., 2002), spherical harmonic
descriptors (Kazhdan et al., 2003), local shape diameters at densely
sampled surface points (Shapira et al., 2008), heat kernel signatures on
polygon meshes (Bronstein et al., 2011), or extensions of SIFT and SURF
feature descriptors to 3D voxel grids (Knopp et al., 2010). The shape
descriptors are often used along with machine learning classifiers (Lai
and Fox, 2009; Teichman et al., 2011; Behley et al., 2012) to perform
3D object classification.

2.5D feature representation based on CNNs. More recently, fea-
ture learning techniques (Krizhevsky et al., 2012; Simonyan and Zisser-
man, 2015) have consistently shown that learned features are capable
of extracting more in-depth and hierarchical representations of the
shapes than human engineered features in the task of 3D object classi-
fication. Early methods that apply feature learning for 3D recognition
include (Socher et al., 2012; Bo et al., 2013; Couprie et al., 2013;
Farabet et al., 2013). Here, the shape features are learned from RGB-D
images, where depth is treated as an additional channel to the input.
The approaches are similar to feature learning from images alone.
Alternatively in Gupta et al. (2014), depth images are encoded as a
combination of height above ground, angle with gravity, and horizontal
disparity, hence achieving impressive performance gain. Recently, two-
stream CNN has been proposed to handle multimodal data inputs
for robust object recognition. In Eitel et al. (2015), RGB and depth
data are processed in two separate streams which are consecutively

combined with late fusion network. All these approaches operate on
2.5 dimensional data to infer about 3D objects.

3D feature representation on manifolds. Considerable efforts
of generalizing deep learning architectures to 3D shapes modeled as
manifolds have been made in the computer graphics community. In the
work of Masci et al. (2015), the first intrinsic CNNs, a generalization of
CNNs to non-Euclidean manifolds, has been proposed in which it ap-
plies filters to local patches represented in geodesic polar coordinates.
Alternatively in Boscaini et al. (2016b), anisotropic heat kernels (An-
dreux et al., 2014) are used to extract intrinsic patches on manifolds.
In Boscaini et al. (2016a), the same authors propose a CNN type ar-
chitecture in the spatio-frequency domain using the windowed Fourier
transform formalism (Shuman et al., 2016). To further improve the
generalizability of CNNs in the spatio-frequency domain, Monti et al.
(2017) present mixture model networks on non-Euclidean domains
such as graphs and manifolds.

3D feature representation based on CNNs. Leveraging recent
success of CNNs on 2D images, two major directions of using CNNs have
been considered in extracting information from 3D data directly. Wu
et al. (2015) extend 2D deep belief network to 3D by simply replacing
2D filter banks with 3D filter banks. The 3D deep belief network is
trained for object classification, shape completion, and next best view
prediction, on the shapes represented in discretized voxel grids. In
a similar fashion, Maturana and Scherer (2015) propose VoxNet, an
extension of the 2D CNN to 3D by simply replacing 2D convolutional
kernels with 3D kernels. In a follow-up, Sedaghat et al. (2017) in-
troduce an auxiliary task to improve the generalization capability of
VoxNet. They propose an orientation loss in addition to a general
classification loss, thus training the network to predict both the class
and the orientation of 3D object. Worrall and Brostow (2018) propose
3D rotation equivariant CNN by introducing a group convolutional
neural network with linear equivariance to translations and right angle
rotations in three dimensions. In addition, 3D generative models and
auto-encoders (Jimenez Rezende et al., 2016; Wu et al., 2016; Sharma
et al., 2016; Brock et al., 2016) have been proposed, which outperform
all the previous approaches by a large margin. In Brock et al. (2016),
the authors leverage recent progress on 2D CNNs and adopt the idea of
inception modules (Szegedy et al., 2015, 2016, 2017) and residual con-
nections (He et al., 2016) into their 3D CNN architecture. Wang et al.
(2017b) introduce a hybrid framework that combines a 3D Encoder–
Decoder Generative Adversarial Network (3D-ED-GAN) and a Longterm
Recurrent Convolutional Network (LRCN) with 2D convolutions on the
decoder to perform 3D shape inpainting and classification. However,
as the dimension of convolutional kernels increases from 2D to 3D, the
number of learnable parameters increases considerably.

As a consequence, recent approaches exploit the sparsity of 3D
inputs to reduce the computational burden of using 3D CNNs. FPNN (Li
et al., 2016) employs field probing filters instead of convolution filters
to extract features efficiently from 3D vector field constructed from 3D
object. Furthermore, octree based methods (Riegler et al., 2017; Wang
et al., 2017a) hierarchically partition the sparse input data using a set
of unbalanced octrees where each leaf node stores a pooled feature
representations. On the contrary, Charles et al. (2017), Klokov and
Lempitsky (2017), Zaheer et al. (2017), Dominguez et al. (2018), Yang
et al. (2018), Shen et al. (2018), Sarkar et al. (2018), Li et al. (2018)
and Achlioptas et al. (2018) propose a new deep learning architecture
which directly operates on point-clouds, thus reducing potential errors
from rendering point-clouds into appropriate voxel grids. Both the
approaches successfully reduce computational burden of 3D CNNs.
However, since these approaches reduce the computational burden by
exploring the sparsity of 3D inputs, they have little to no effect when
the input is not sparse such as CT scans in medical images.

As an alternative direction, various works have been proposed to
directly apply established 2D CNN architectures by generating 2D rep-
resentation of the 3D data. Methods by Shi et al. (2015) and Sfikas et al.
(2017) transform 3D shapes into 2D panoramic views and process them

2



E.Y. Kim, S.Y. Shin, S. Lee et al. Computer Vision and Image Understanding 193 (2020) 102901

Fig. 1. Triplanar CNN (S3PNet) for 3D shape recognition. 3D data is first converted into binary voxel grids, which is then passed through the S3PNet which consists of series of
planar modules. Each module consists of three branches of 2D convolutions that are iteratively applied to every cross-section of 3D input volume from different views.

Fig. 2. The shared 2D kernel-Triplanar block. The architecture of a single triplanar module. A 3D input volume is first decomposed into its respective cross-sections, then passed to
each branch in a triplanar convolution. (a) 2D convolutions are applied to every cross-section of input volume on three different orthogonal views, namely, the 𝑥𝑦-plane, 𝑦𝑧-plane,
and 𝑧𝑥-plane, respectively. Colored blocks represent the output feature-maps in each plane, red for the feature-maps in 𝑥𝑦-plane, blue in 𝑦𝑧-plane, and orange in 𝑧𝑥-plane. (b)
Generated output feature-maps are then aggregated to form a single combined representation. After aggregating the feature-maps 1 × 1 convolution is applied to reduce feature
redundancy and increase the compactness of the model.

through 2D CNNs. By taking advantage of pose variations of objects,
methods by Su et al. (2015), Johns et al. (2016), Feng et al. (2018), Su
et al. (2018), Han et al. (2019b) and Kanezaki et al. (2018) explicitly
render the 3D objects from multiple viewpoints and use projected
images to extract features that well represent 3D shapes. In addition,
methods by Minto et al. (2018) and You et al. (2018) employ additional
input representations to achieve better generalization capability. Minto
et al. (2018) uses depth image, volumetric data and NURBS surfaces
as an input to three independent networks, while You et al. (2018)
uses both the rendered multiple viewpoints and point clouds. However,
these methods rely on the projected appearance of the objects, which
only works well for dense surfaces that can be rendered. For sparse data
such as point clouds, this approach is inapplicable since the rendered
views will likely be substantially incomplete. Furthermore, the methods
the rely on the projected appearances of the object have limitations in
handling 3D data where inner structures carry greater importance such
as 3D medical images. In contrast, our method learns the surface and
the cross-sectional shapes by using 2D convolutions over 2D planes 𝑥𝑦,
𝑦𝑧, and 𝑧𝑥 of 3D volume. Thus, it is able to learn structures within and

on the boundary of the object. Our method maintains high accuracy in
many different types of data sources, including even sparse represen-
tations, while having significantly fewer parameters than conventional
2D and 3D CNNs.

3. Shared 2D kernel-Triplanar convolutional network

3.1. The shared 2D kernel-Triplanar block

In this section, we describe the structure of the convolutional layers
for the proposed S3PNet.

Let us consider 𝑥0 as an input volume and 𝐻𝑙(𝑥0) as an underlying
composite function at 𝑙th layer. A conventional composite function
𝐻𝑙(⋅) consists of a convolutional layer followed by batch normalization
(BN) (Ioffe and Szegedy, 2015), and rectified linear units (ReLU) (Glo-
rot et al., 2011). In our work, we replace a convolution operation in
𝐻𝑙(⋅) with our proposed triplanar convolution, which acts on three
different orthogonal views of the 3D volume. Let us denote this compos-
ite function as 𝐻 𝑡𝑝

𝑙 (⋅), which comprises triplanar convolution and view
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Fig. 3. Triplanar convolution. Triplanar convolutions on the 3D input volume grid
for each plane. Each grid in a volume represents a voxel. Corresponding voxels are
highlighted in red and green to clarify the process. The convolutional kernel is shown
as the planar grid overlaid in transparent light gray. The dark gray voxels represent
the remaining voxels in the volume.

Fig. 4. View transform. Visualization of view transformation on each triplanar feature.
Each grid in a volume represents a voxel. Corresponding voxels are highlighted in red
and green to clarify the process. The convolutional kernel is shown as the planar grid
overlaid in transparent light gray. The dark gray voxels represent the remaining voxels
in the volume.

aggregation. Fig. 2 illustrates the graphical layout of the single triplanar
convolutional composition module, which we will refer to simply as the
triplanar block.

Triplanar convolution. It is safe to assume that representing all
the internal cross-sections of the shape will contribute to the detailed
description of the given 3D data, compared to only representing the
external shape, since it would include more information. Based on
this observation, we enable our triplanar convolution to observe both
the external shape and internal structure of the object by applying
2D convolution on three different orthogonal views of the object, to
each cross-section of 3D volume. We use a single 2D convolutional
kernel across the three orthogonal views on the 𝑥𝑦-plane, 𝑦𝑧-plane, and
𝑧𝑥-plane, respectively, to simplify the network complexity. Triplanar
convolutions on each orthogonal view of the 3D input volume are
visualized in Fig. 3. Without loss of generality, we set the 𝑥𝑦-plane as
our reference plane, and we only show the case where the triplanar
convolution is applied to the very first slice of the input volume,
which is highlighted in blue in Fig. 3. Output feature-maps in each
plane are colored in red, blue, and orange for 𝑥𝑦-, 𝑦𝑧-, and 𝑧𝑥-planes
respectively, such that they are in line with Fig. 2. First, the input
volume is decomposed into its respective cross-sections for each plane
as shown in the middle columns of Fig. 3. Then, 2D convolution, with 𝑐
kernels, is applied to each cross-section to generate feature-maps with
channel size 𝑐, for all three planes.

Here, output feature-maps obtained from different orthogonal views
exhibit differently ordered axes: (a) 𝑥𝑦-plane oriented, (b) 𝑦𝑧-plane ori-
ented, and (c) 𝑧𝑥-plane oriented. This results in inconsistent voxel coor-
dinates among generated output feature-maps from different branches.
For instance, for the voxel highlighted in red, its convolution features
are generated along the 𝑧, 𝑥, and 𝑦 axes for the 𝑥𝑦-, 𝑦𝑧-, and 𝑧𝑥-planes,
respectively. Thus, to appropriately aggregate the feature-maps, we
need to perform view transformations on the feature-maps corresponding
to the non-reference planes. Convolution features after view transforma-
tions from each planar direction are then aggregated by concatenation
to form a single compact representation:

𝐻 𝑡𝑝
𝑙 (𝑥𝑙−1) = [𝐻𝑥𝑦

𝑙 (𝑥𝑙−1),𝐻
𝑦𝑧
𝑙 (𝑥𝑙−1),𝐻𝑧𝑥

𝑙 (𝑥𝑙−1)], (1)

where, 𝐻𝑥𝑦
𝑙 (𝑥𝑙−1), 𝐻𝑦𝑧

𝑙 (𝑥𝑙−1), 𝐻𝑧𝑥
𝑙 (𝑥𝑙−1) each represents the result of

2D convolutions in the 𝑥𝑦-plane, 𝑦𝑧-plane, and 𝑧𝑥-plane, respectively.
𝐻 𝑡𝑝

𝑙 (𝑥𝑙−1) denotes the set of the three planar features, while [⋅] denotes
the view aggregation(i.e., concatenation).

View aggregation. Triplanar convolutions produce features that
are specific to each of the three orthogonal views of the object. To
appropriately aggregate the feature-maps having differently ordered
axes, we introduce a view transformation which reshapes all the feature-
maps obtained from the three orthogonal views such that the reshaped
feature-maps have aligned spatial coordinates.

For ease of description, we again consider 𝑥𝑦-plane as our reference
plane, and we only visualize the very first slice of the input volume.
As illustrated in Fig. 2(b), the view transformations are applied on
the non-reference 𝑦𝑧 and 𝑧𝑥-planar branches by sequentially reshaping
and rotating the corresponding feature-maps. For the 𝑦𝑧-plane, the
feature channel index is converted from the 𝑥 axis to the 𝑧 axis by
rotating the feature-maps 90◦ counterclockwise followed by reshap-
ing and permutation. Likewise, for the 𝑧𝑥-plane, the feature-maps
are rotated 90◦ clockwise followed by reshaping and permutation to
convert the feature channel index from the 𝑦 axis to the 𝑧 axis. After
aligning all the feature-maps, we can aggregate these feature-maps via
simple concatenation. Then, we apply a 1 × 1 convolution to compress
the concatenated features. This process essentially learns the relative
importance of each feature since the representative features might be
irregularly distributed among the three axes. For example, if we have 𝐹
feature-maps after the view aggregation, we reduce the feature-maps by
a factor of 𝑚 to obtain 𝐹

𝑚 output feature-maps. In our implementation,
we set the compression factor, 𝑚 = 3. Fig. 4 provide visualizations of
these processes.
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3.2. Pooling and prediction layers

Pooling layer. Conventionally, strided convolution or pooling layer
is used to reduce the spatial resolution of input. However, performing
strided convolution in Eq. (1) may result in uneven spatial resolution
when performing view aggregation. For example, strided 𝑥𝑦-planar
convolution can only reduce the spatial resolution of 𝑥 and 𝑦, leaving
𝑧 unchanged, while strided 𝑦𝑧-planar convolution reduces the spatial
resolution of 𝑦 and 𝑧, but not 𝑥. To facilitate pooling of a 3D shape in
its entirety, we adopt a 3D max pooling layer after each convolution
and before the concatenation operation.

Prediction module. Having features extracted from multiple views,
we need to classify the input into one of the categories. A naïve
approach can be taken by directly using the feature-maps resulting from
the very last triplanar module in the network. Instead, we perform
prediction independently on each of the output feature-maps of the
three branches in the final triplanar module and then aggregate the
predictions rather than the features as in previous layers. We believe
this helps to more fully utilize all relevant information from the three
axes. To this end, a 2D global average pooling is applied followed by a
1 × 1 convolution at the three planar branches, respectively. The final
prediction score is then defined as the mean of the predictions of the
three branches. By considering predictions from other views, we show
slight improvement in the performance over naïve approach.

Voting. It is nontrivial to maintain consistent orientations of objects
throughout the scenes or dataset, which makes the classification more
challenging. To counter this problem, we effectively perform a test time
data augmentation for the input as done in the majority of previous
works. At test time, we pool the predicted class scores of multiple
rotated instances of the test object to obtain a final consensus on the
class label:

𝑐𝑓𝑖𝑛𝑎𝑙 =
1
𝑟
∑

𝑟
𝑠(𝑥𝑟), (2)

where 𝑠 refers to the predicted score vectors and 𝑥𝑟 denotes the test
object with the rotation index 𝑟.

4. Experimental evaluation

We evaluate S3PNet on several benchmark datasets and compare ac-
curacy and the number of model parameters with state-of-the-art meth-
ods. We consider benchmarks with different data sources to demon-
strate the effectiveness of our proposed method on various data types.

4.1. Datasets

We provide detailed specifications of the datasets used in our ex-
periments. Table 1 summarizes the specifications showing the number
of samples, source type, resolutions, target objects, and the number of
classes.

ShapeNetCore55. ShapeNetCore55 is a 3D shape retrieval dataset
which is a subset of ShapeNet (Chang et al., 2015). ShapeNetCore55
contains about 51,300 3D models over 55 common categories, and
two dataset versions are available: consistently aligned (‘‘normal’’), and
a more challenging dataset where models are perturbed by random
rotations (‘‘perturbed’’). The object meshes in the dataset are converted
to binary voxel grids of size 323 to input to the network directly. We
followed the voxelization technique from Maturana and Scherer (2015).
The evaluation is performed by measuring five different metrics: Preci-
sion, Recall, F-score, Mean Average Precision (mAP), and Normalized
Discounted Cumulative Gain (NDCG).

ModelNet. The ModelNet introduced by Wu et al. (2015) is a
large dataset composed of synthetic CAD models (shapes). It is mainly
divided into two subsets, the ModelNet10 and ModelNet40, each con-
sists of 10 and 40 categories of indoor scene objects, respectively.
ModelNet10 has 4899 3D CAD models that are found frequently in the
NYUv2 dataset (Silberman et al., 2012) where orientations of objects

are aligned. ModelNet40 has 12,311 CAD models without orientation
alignment. The object meshes in the dataset are converted to binary
voxel grids of size 323 to input to the network directly. We followed
the voxelization technique from Maturana and Scherer (2015).

Sydney Urban Object. This dataset consists of labeled Velodyne
LiDAR scans of 631 urban objects in 26 categories. The point clouds
of objects are incomplete as they are only seen by the LiDAR sensor
from a single viewpoint. This dataset makes the classification task more
challenging due to the data incompleteness. We follow the settings
in Maturana and Scherer (2015) for a fair comparison. We use all point
clouds in the bounding box to convert them into the binary voxel-grids
of size 323. We report the weighted average 𝐹1 score, weighted by class
support, for a subset of 14 classes over four folds of train/test splits.

NYUv2. This dataset is composed of 1704 pairs of RGB color and
depth images of indoor scenes. Only the object classes sharing labels
with ModelNet10 are selected. First, we convert the RGB-D pair of
images into point clouds, and then convert the obtained point clouds
into binary voxel-grids of size 323, following the settings in Maturana
and Scherer (2015). Unlike the work by Wu et al. (2015) which reports
the results for bounding boxes with high depth quality,1 we use all the
bounding boxes which makes the task more challenging. We report the
classification accuracy for each object class.

LUNA16. Lung Nodule Analysis 2016 (LUNA16) challenge is a
completely open challenge to develop Computer-Aided Detection (CAD)
systems to optimize medical screening. LUNA16 uses a subset of the
publicly available LIDC/IDRI database where all 888 CT scans are
annotated using two-phase annotation process with four experienced
radiologists. Each scan consists only of nodules having greater than
3 mm which are accepted by at least 3 out of 4 radiologists. We
perform experiments on False Positive Reduction Track in LUNA16.
The input for the challenge consists of 750,000 nodule candidates that
are pre-computed using three existing candidate detection algorithms.
The evaluation is performed by measuring the detection sensitivity
of the algorithm and the corresponding false positive rate per scan.
The analysis is performed using free receiver operating characteristic
(FROC) analysis. To obtain a point on the FROC curve, only those
findings whose degree of suspicion is above a threshold are selected,
and the sensitivity and the average number of false positives per scan
are determined. The final score is defined as the average sensitivity at
7 predefined false positive rates: 1/8, 1/4, 1/2, 1, 2, 4, and 8 FPs per
scan.

4.2. Experimental setup

Network architecture. On all datasets, the S3PNet in our experi-
ments has three triplanar blocks and a single prediction module. For
convolutional layers in all triplanar modules, we use kernels of size
3 × 3 except for the 1 × 1 convolution in view aggregation. Each side of
inputs to all convolutional layers is zero-padded by

⌊

𝑘𝑒𝑟𝑛𝑒𝑙_𝑠𝑖𝑧𝑒
2

⌋

pixels

to keep the feature-map size unchanged. In our experiment, we set the
very first triplanar module to use convolutional kernels of size 5 × 5 to
increase the effective receptive field size. The numbers of feature-maps
in the three triplanar modules are 32, 32, and 128, respectively. The
details of network configuration are shown in Table 2.

Data augmentation. Compared with publicly available datasets of
2D RGB images, 3D shape datasets are limited in variations. To enable
our proposed network to make decisions by observing large variations
of the object shapes and poses, we augment the training data with
different azimuth and elevation rotations. First, we augment the dataset
by rotating it along the gravity axis, each rotated 360◦∕𝑛 intervals. We
further generate more different orientations of the 3D model through el-
evation rotations, generating seven rotated 3D models for each azimuth

1 Use a per-pixel object mask to remove outlying depth measurement from
voxelization.
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Table 1
Dataset specification. Table showing the specifications of each dataset including the number of samples, source type, voxelized resolutions,
target objects and number of classes.

Dataset

ModelNet Sydney NYUv2 ShapeNetCore55 LUNA16

Class 10 Class 40

# of samples 4899 12,311 631 1704 51,300 750,000
Source type 3D meshes 3D meshes Point cloud RGB-D 3D meshes CT scans
Resolution 32 × 32 × 32 32 × 32 × 32 32 × 32 × 32 32 × 32 × 32 32 × 32 × 32 32 × 32 × 32
Target objects Indoor Indoor Urban objects Indoor objects indoor + outdoor Lung nodules
# of classes 10 40 26 10 55 2

Table 2
Architecture for S3PNet. Triplanar modules (TM) and their respective components are shown in detail. Unless otherwise specified, stride of convolution is set to 1. We use 3D
max pooling to reduce the resolution of the feature volume in its entirety. The numbers of output feature-maps of each triplanar module are 32, 32, and 128, respectively. Last
fully-connected layer is replaced by 1 × 1 convolution in the experiment. Our final model is composed of three triplanar modules and a prediction module.

Layers Output size xy-planar yz-planar zx-planar

TM (1) Convolution 32 x 32 x 32 5 x 5 5 x 5 5 x 5
Pooling 16 x 16 x 16 2 x 2 x 2 2 x 2 x 2 2 x 2 x 2

Compression (1) 16 x 16 x 16 1 × 1 conv

TM (2) Convolution 16 × 16 × 16 3 × 3 3 × 3 3 × 3
Pooling 8 × 8 × 8 2 × 2 × 2 2 × 2 × 2 2 × 2 × 2

Compression (2) 8 × 8 × 8 1 × 1 conv

TM (3) Convolution 8 × 8 × 8 3 × 3 3 × 3 3 × 3
Pooling 4 × 4 × 4 2 × 2 × 2 2 × 2 × 2 2 × 2 × 2

Compression (3) 4 × 4 × 4 1 × 1 conv

Prediction module

1 × 1 × 4
4 × 4 avg pool 4 × 4 avg pool 4 × 4 avg pool4 × 1 × 1

1 × 4 × 1

1 × 1 × 1 fc fc fc

1 × 1 × 1 softmax

rotation. In this paper, we set 𝑛 = 12, and apply elevation rotations
with angles uniformly sampled from (0, 180]. This allows each triplanar
convolutional kernel to observe regions at different orientations to
reason about the shape of the object.

Training. The proposed model is trained using stochastic gradient
descent with restart (SGDR) (Loshchilov and Hutter, 2017) in all the
datasets, except for LUNA16 in which ADAM optimizer (Kingma and
Ba, 2015) is used. We set the initial learning rate of SGDR to 0.05,
the minimum learning rate to 0, 𝑇0 to 1, and 𝑇𝑚𝑢𝑙𝑡 to 2. For ADAM
optimizer, we set the initial learning rate to 0.00005. We use the multi-
nomial negative log-likelihood as our objective function. However, in
LUNA16, since the dataset is heavily imbalanced, the model is likely to
be fit to the dominating samples. Taking data imbalance into account,
FocalLoss (Lin et al., 2017) is used as our objective function for training
our model on LUNA16. Following the common practices for training
CNNs, we initialize the convolutional layers using normal initialization
proposed by He et al. (2015). In every iteration, we dynamically
augment the data by randomly flipping the data about a horizontal axis
and/or translating in either all x, y, and z directions, as was done in
VoxNet (Maturana and Scherer, 2015). We use L2 regularization on all
the datasets to prevent from overfitting.

4.3. Comparative study

We compare our S3PNet with current state-of-the-art methods on
benchmarks with different 3D data sources: CAD models, LiDAR point
clouds, and RGB-D images. The classification results on all the datasets
are shown in Table 3. We also present the evaluation results on the
3D shape retrieval and lung nodule classification in Tables 4 and 5,
respectively.

ModelNet. As shown in Table 3, the proposed model S3PNet
achieves state-of-the-art accuracy on ModelNet10 and performs on par
with state-of-the-art algorithms on ModelNet40 with at most 99.9%
reduction of network parameters among 3D CNNs. Our proposed model

performs on par with methods utilizing 2.5D representations and
point clouds while achieves lower accuracy compared to RotationNet
and SPNet. This is due to the fact that RotationNet and SPNet learn
view-specific feature representations using pose alignment strategy
to jointly estimate object category as well as its pose and view en-
semble technique, respectively. This can easily be adapted to our
proposed framework to further boost the performance. These results
show that our triplanar convolutions effectively learn representations of
3D objects while saving the substantial number of network parameters
compared to state-of-the-art methods.

Sydney Urban Object. We also evaluate our model on LiDAR point
clouds benchmark dataset. We report the 𝐹1 score weighted by class
support. As shown in Table 3, our S3PNet achieves state-of-the-art
results outperforming all methods. Our model outperforms VoxNet, VSL,
LightNet, and ORION by 8.67%, 5.17%, 4.67% and 2.87% respectively.

In addition to the comparison with methods based on 3D CNNs , we
also provide a comparison with the state-of-the-art multi-view based
method, RotationNet for a fair comparison. Since, the authors do not
provide a result on this dataset in their paper, we have performed the
experiment using the published code provided by the authors. In order
to generate multi-view images adopted in Kanezaki et al. (2018), we
first reconstructed the surfaces from the scattered point clouds using
a simple surface reconstruction algorithm (RecoSurface) in Musy et al.
(2019). We then rendered multiple views by following the instructions
in Kanezaki et al. (2018)(i.e., viewpoint setup case(ii)). Samples of
rendered views are shown in the first row of Fig. 5 along with raw
point cloud and voxelization used for 3D CNNs. As shown in Table 3,
our S3PNet outperforms RotationNet which shows the effectiveness of
the proposed method over multi-view based method on sparse data.

Although the point clouds of objects are incomplete which makes
the classification task more challenging, our model performs consider-
ably well by using cross-sections of the 3D object. This result also shows
the effectiveness of triplanar convolutions in recognizing 3D shapes
even in sparse representations.
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Table 3
Comparison to the state-of-the-art methods on three classification benchmarks. We report the overall classification results on all datasets, except
for Sydney Urban dataset where we report the weighted average over F1 score. The numbers marked with † were calculated by considering
only convolutional layers due to the unspecified sizes of fully-connected layers or the usage of SVM as a classifier.

Input modality Models #Params Dataset

ModelNet Sydney NYUv2

Class 10 Class 40

Point clouds

Triangle + SVM (De Deuge et al., 2013) – – – 67.1 –
GFH + SVM (Chen et al., 2014) – – – 71.0 –
PointNet (Charles et al., 2017) 3.5M – 89.2 – –
Kd-Net (Klokov and Lempitsky, 2017) 13.4M 94 91.8 – –
DeepSets (Zaheer et al., 2017) 0.81M – 90.3 – –
G3DNet (Dominguez et al., 2018) 6.35M† 93.1 91.13 72.7 –
FoldingNet (Yang et al., 2018) 1.91M† 94.4 88.4 – –
KCNet (Shen et al., 2018) 0.9M 94.4 91 – –
MLH-MV (Sarkar et al., 2018) 138M† 94.8 93.11 – –
SO-Net (Li et al., 2018) 2.44M 95.7 93.4 – –
Achlioptas et al. (2018) 0.18M† 95.4 84.5 – –
Point2Sequence (Liu et al., 2019) 1.63M† 95.3 92.6 – –

2.5D Represen.

LonchaNet (Gomez-Donoso et al., 2017) 17.4M† 94.37 – – –
MVCNN (Su et al., 2015) 99M† – 90.1 – –
Pairwise (Johns et al., 2016) 99M 92.8 90.7 – –
DeepPano (Shi et al., 2015) 3.27M† 85.5 82.54 – –
PANORAMA-NN (Sfikas et al., 2017) 2.77M† 91.1 90.7 – –
Minto et al (Minto et al., 2018) 1.92M 93.6 89.3 – –
GVCNN (Feng et al., 2018) 6.80M† – 93.1 – –
PVNet (You et al., 2018) 66.9M† – 93.2 – –
SeqViews2SeqLabels (Han et al., 2019b) 144M 94.82 93.4 – –
MVCNN-New (Su et al., 2018) 129M – 95.0 – –
RotationNet (Kanezaki et al., 2018) 99M 98.46 97.37 72.18 57.96
VIPGAN (Han et al., 2019a) 143M† 94.05 91.98 – –
MHBN (Yu et al., 2018) 6.58M 95.0 94.7 – –
SPNet (Yavartanoo et al., 2018) 0.09M 97.25 92.63 – –

3D volume

ShapeNet (Wu et al., 2015) 15M 83.5 77.0 – 57.9
VoxNet (Maturana and Scherer, 2015) 0.92M 92.0 83.0 72 71
LightNet (Zhi et al., 2017) 0.3M 93.39 86.90 76 –
ORION (Sedaghat et al., 2017) 0.91M 93.8 – 77.8 75.4
FusionNet (Hegde and Zadeh, 2016) 118M 93.1 90.80 – –
VRN (Brock et al., 2016) 18M 93.6 91.33 – –
3D-GAN (Wu et al., 2016) 11M† 91.0 83.3 – –
FPNN (Li et al., 2016) 3.19M – 88.4 – –
Subvolume Sup. (Qi et al., 2016) 16M – 89.2 – –
OctNet (Riegler et al., 2017) 0.16M 90.42 – – –
O-cnn (Wang et al., 2017a) 0.31M – 90.6 – –
VSL (Liu et al., 2018) 0.8M† 91.0 84.5 – –
binVoxNetPlus (Ma et al., 2017) 0.3M 92.32 85.47 75.5 –
3D-DescriptorNet (Xie et al., 2018) 5.22M 92.4 – – –
CubeNet (Worrall and Brostow, 2018) 4.5M 94.6 – – –

S3PNet (ours) 0.11M 94.6 90.00 80.67 77.7

Fig. 5. Multi-view representation samples of Sydney and NYUv2 datasets. Multi-view representations of pedestrian and sofa samples from Point cloud and RGB-D data, respectively,
are shown. Converted multi-view images are used to train RotationNet.

NYUv2. Our S3PNet outperforms all the state-of-the-art algorithms
based on 3D CNNs as well as multi-views. Our model achieves 19.8%
higher accuracy than ShapeNet and 6.7% higher accuracy than VoxNet.
We also observe that our model achieves even higher accuracy than
ORION which uses additional orientation loss function with nine times
more of network parameters.

In addition, we compare our model with the state-of-the-art multi-
view based method, RotationNet. Since, the authors do not provide
a result on this dataset, we have performed the experiment as done
in the comparative study on Sydney Urban Object dataset. We first

reconstructed the surfaces from voxelized volumes using the marching
cubes algorithm described in Lewiner et al. (2003). We then ren-
dered multiple views by following the instructions in Kanezaki et al.
(2018)(i.e., viewpoint setup case(ii)). Samples of rendered views are
shown in the second row of Fig. 5 along with raw RGB and depth
images and voxelization. As shown in Table 3, our model S3PNet
outperforms RotationNet. The performance gap comes from the fact that
many objects in NYUv2 dataset are highly occluded by other objects or
background, which may limit the effectiveness of using multiple view
points from a single object.
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Table 4
ShapeNetCore55 Shape Retrieval. Comparison to the state-of-the-art methods on five evaluation metrics. All metrics are evaluated on micro-averaged and macro-averaged scores
on (a) ‘‘normal’’ and (b) ‘‘perturbed’’ test sets. Only published papers are cited. Please refer to the full track report of Large-Scale 3D Shape Retrieval from ShapeNet Core55
(SHREC’17) for more details of other approaches.

(a) ‘‘Normal’’ test set

Method #Params Micro Macro

P@N R@N F1@N mAP NDCG@N P@N R@N F1@N mAP NDCG@N

Kanezaki et al. (2018) 99M 0.810 0.801 0.798 0.772 0.865 0.602 0.639 0.590 0.583 0.656
Zhou 76.6M 0.786 0.773 0.767 0.722 0.827 0.592 0.654 0.581 0.575 0.657
Tatsuma 6.28M 0.765 0.803 0.772 0.749 0.828 0.518 0.601 0.519 0.496 0.559
Furuya and Ohbuchi (2017) – 0.818 0.689 0.712 0.663 0.762 0.618 0.533 0.505 0.477 0.563
Thermos 30.3M 0.743 0.677 0.692 0.622 0.732 0.523 0.494 0.484 0.418 0.502
Deng 134M 0.418 0.717 0.479 0.540 0.654 0.122 0.667 0.166 0.339 0.404
Li – 0.535 0.256 0.282 0.199 0.330 0.219 0.409 0.197 0.255 0.377
Mk 0.22M 0.793 0.211 0.253 0.192 0.277 0.598 0.283 0.258 0.232 0.337
SHREC16-Bai et al. (2016) 76.6M 0.706 0.695 0.689 0.640 0.765 0.444 0.531 0.454 0.447 0.548
SHREC16-Su et al. (2015) 99M 0.770 0.770 0.764 0.735 0.815 0.571 0.625 0.575 0.566 0.640

S3PNet (ours) 0.11M 0.858 0.858 0.858 0.822 0.920 0.671 0.671 0.671 0.602 0.715

(b) ‘‘Perturbed’’ test set

Method #Params Micro Macro

P@N R@N F1@N mAP NDCG@N P@N R@N F1@N mAP NDCG@N

Furuya and Ohbuchi (2017) – 0.814 0.683 0.706 0.656 0.754 0.607 0.539 0.503 0.476 0.560
Tatsuma 6.28M 0.705 0.769 0.719 0.696 0.783 0.424 0.563 0.434 0.418 0.479
Zhou 76.6M 0.660 0.650 0.643 0.567 0.701 0.443 0.508 0.437 0.406 0.513
Kanezaki et al. (2018) 99M 0.655 0.652 0.636 0.606 0.702 0.372 0.393 0.333 0.327 0.407
Deng 134M 0.412 0.706 0.472 0.524 0.642 0.120 0.659 0.164 0.329 0.395
Li – 0.496 0.234 0.258 0.172 0.303 0.199 0.373 0.179 0.215 0.336
Mk 0.22M 0.690 0.012 0.020 0.009 0.043 0.546 0.052 0.052 0.047 0.109
SHREC16-Bai et al. (2016) 76.6M 0.678 0.667 0.661 0.607 0.735 0.414 0.496 0.423 0.412 0.518
SHREC16-Su et al. (2015) 99M 0.632 0.613 0.612 0.535 0.653 0.405 0.484 0.416 0.367 0.459

S3PNet(ours) 0.11M 0.804 0.804 0.804 0.760 0.870 0.565 0.565 0.565 0.487 0.613

Fig. 6. 3D shape retrieval examples on ShapeNetCore55. Top matches are shown for
each query, with mistakes highlighted in red. Shapes of bottom two rows have precision
scores less than 0.5. For these two shapes, top 7 retrievals and 3 mistakes of the lowest
scores are shown. (For interpretation of the references to color in this figure legend,
the reader is referred to the web version of this article.)

ShapeNetCore55. As shown in Table 4a, the proposed model out-
performs all the state-of-the-art methods on all metrics in 3D shape
retrieval task. Our S3PNet is trained to predict category labels of all
the samples in ‘‘normal’’ and ‘‘perturbed’’ version of the dataset. After
training our model, we perform 3D shape retrieval. For each query,
we construct a retrieval set containing N number of samples that
are classified as having the same category label in descending order
of the probability score. We set N to follow the distribution of the
dataset. Please refer to the full track report of Large-Scale 3D Shape
Retrieval from ShapeNet Core55 (SHREC’17) (Savva et al., 2016) for
more details of other approaches. Visualization of the retrieved results
on the ‘‘normal’’ test set and performance on the ‘‘perturbed’’ test set
are shown in Fig. 6 and Table 4b, respectively.

LUNA16. In our experiment on lung volumes, we only rotate the
volume with 90◦ intervals, since the structures and orientations in
medical images are more stationary and sensitive to shape variations.
In our network, we adopt a multi-scale strategy to address the large
variations of size of lung nodules. We extract three patches of different
sizes for a nodule candidate, each of patches is fed into three parallel
S3PNets. The output feature-maps of each S3PNet are concatenated
and passed through the prediction layer to obtain a final probability
of being true nodule. We used patches of 163, 243, and 303 for each
S3PNet. We adopt the rules from False Positive Reduction Track of
LUNA162 for a fair comparison with current state-of-the-art methods.
The complete dataset is divided into 10 subsets that are used for the 10-
fold cross-validation. In Table 5, we report the average scores of top 5
entries including the proposed model and the baseline, CUMedVis. Our
model ranks 1st, outperforming all 30 teams in LUNA16 False Positive
Reduction Track with a score of 0.969.

CUMedVis (Dou et al., 2017) uses multi-scale strategy similar to ours
using three independent 5 layered 3D CNNs. PATech uses two 3D CNN
classifiers to determine pulmonary nodules: a 3D CNN which consists
of 6 convolutional layers and 3 fully connected layers and a 3D U-net
(Ronneberger et al., 2015) classifier which has a hourglass structure.
Unfortunately, details of the architectures for LUNA16FONOVACAD,
IHPC_zkj, and MILAB_ConcatCAD are not provided.

The evaluation shows that our proposed model effectively learns
3D features by applying shared 2D convolutions over every slices
of 3D volume. Moreover, compactness of the model delivers better
generalization capability by learning fewer yet more diverse kernels.

4.4. Ablation analysis

We provide ablation studies on different types of features including
the compression factor in view aggregation, options in the prediction
module, and network depth on ModelNet10.

2 https://luna16.grand-challenge.org/home/.
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Table 5
LUNA16. Table showing scores of top 5 entries including S3PNet and the baseline 3D
CNN, CUMedVis.

Method Score

S3PNet (ours) 0.969
PATech 0.968
LUNA16FONOVACAD 0.966
IHPC_zkj 0.965
MILAB_ConcatCAD 0.940
CUMedVis (Dou et al., 2017) 0.908

Table 6
Ablation Analysis of S3PNet. We perform experiments on different compression factors,
prediction modules, and deep networks on ModelNet10.

(a) Compression (b) Prediction modules (c) Deep networks

Factor Acc. Module Acc. Network Acc.

1 94.60 Standard 94.38 ResS3PNet42 93.83
2 93.70 Adaptive 94.27 ResS3PNet38 94.93
3 94.60 Mean 94.60 ResS3PNet26 95.26

Fig. 7. Prediction modules. Three different types of prediction modules. 3D global
average pooling is used for the standard prediction module in (a), while 2D global
average pooling is leveraged for the rest of the prediction modules.

4.4.1. Compression factor
A rate of compression in the triplanar block controls how aggres-

sively we try to remove redundancies in the output feature, and thus
the output feature depth of the block. Here we perform an ablation
study on three compression factors, 𝑚 = 1, 2, 3. Specifically, when
𝑚 = 1, the features from the three branches of the triplanar block is
simply concatenated, while when 𝑚 = 2 or 𝑚 = 3, the features are
concatenated and that feature depth is reduced by a factor 𝑚. Through
our experiment, we observe the best performance at 𝑚 = 3, supporting
the need for the removal of redundant features. Table 6a summarizes
the effect of varying compression factors in S3PNet.

4.4.2. Prediction module
We also propose to apply different types of prediction modules on

S3PNet and observe the benefit of making predictions from different
planar views. Three different types of prediction modules are shown
in Fig. 7. The standard module performs 3D global average pooling
over output feature-maps of the very last triplanar module in S3PNet
where such practice can often be seen in most of the conventional
classification networks. Planar mean and planar adaptive modules both
take advantage of observing 3D objects in different views indepen-
dently and combine these predictions to form a single prediction.
Planar mean module uses mean operation in combining predictions
from different views, while planar adaptive module uses weighted mean

Table 7
Architecture for ResS3PNet. Brackets denote the building blocks, the residual triplanar
blocks, with the number of blocks stacked. Downsampling is performed using 3D max
pooling on the bypass connections.

Layers 26-layer 38-layer 42-layer

triplanar conv1 3 × 3,32
3 × 3 max pool

triplanar conv_2x
⎡

⎢

⎢

⎣

3 × 3, 32
dropout
3 × 3, 32

⎤

⎥

⎥

⎦

× 2
⎡

⎢

⎢

⎣

3 × 3, 32
dropout
3 × 3, 32

⎤

⎥

⎥

⎦

× 2
⎡

⎢

⎢

⎣

3 × 3, 32
dropout
3 × 3, 32

⎤

⎥

⎥

⎦

× 2

triplanar conv_3x
⎡

⎢

⎢

⎣

3 × 3, 64
dropout
3 × 3, 64

⎤

⎥

⎥

⎦

× 2
⎡

⎢

⎢

⎣

3 × 3, 64
dropout
3 × 3, 64

⎤

⎥

⎥

⎦

× 2
⎡

⎢

⎢

⎣

3 × 3, 64
dropout
3 × 3, 64

⎤

⎥

⎥

⎦

× 2

triplanar conv_4x
⎡

⎢

⎢

⎣

3 × 3, 128
dropout
3 × 3, 128

⎤

⎥

⎥

⎦

× 2
⎡

⎢

⎢

⎣

3 × 3, 128
dropout
3 × 3, 128

⎤

⎥

⎥

⎦

× 3
⎡

⎢

⎢

⎣

3 × 3, 128
dropout
3 × 3, 128

⎤

⎥

⎥

⎦

× 2

triplanar conv_5x –
⎡

⎢

⎢

⎣

3 × 3, 256
dropout
3 × 3, 256

⎤

⎥

⎥

⎦

× 2
⎡

⎢

⎢

⎣

3 × 3, 256
dropout
3 × 3, 256

⎤

⎥

⎥

⎦

× 3

triplanar conv_6x – –
⎡

⎢

⎢

⎣

3 × 3, 512
dropout
3 × 3, 512

⎤

⎥

⎥

⎦

× 1

Prediction Planar mean module

operation. We observe that planar mean module performs the best.
Table 6b summarizes the performances of S3PNet with different types
of prediction modules.

4.4.3. Network depth
Following the common practice in deep learning, we build our

S3PNet upon deep networks such as deep residual networks. We de-
sign a residual triplanar block using residual connections with pre-
activation (He et al., 2016). Each residual triplanar block consists of
two triplanar blocks with a bypass connection and a dropout layer
between the two triplanar blocks to prevent the network from over-
fitting. Moreover, when the dimension of input and output of the
respective block changes, the bypass performs 3D max pooling instead
of performing identity mapping. As of the final prediction layer, planar
mean module, which is discussed above, is used. We construct three
different residual triplanar networks based on the above instructions:
ResS3PNet26, ResS3PNet38, and ResS3PNet42. See Table 7 for detailed
architectures.

We observe from Table 6c that increasing the depth of the network
with residual connections improves the generalization performance.
However, increasing the depth over 26 layers has a harmful effect
on the performance. This degradation may have caused by increased
number of learnable parameters.

4.4.4. Rotation instances
Recent works on various input sources aggregate information from

multiple instances of the test objects by taking element-wise maxi-
mum or average on predictions or features: point clouds (Klokov and
Lempitsky, 2017; Dominguez et al., 2018; Sarkar et al., 2018), 2.5D
representations (Gomez-Donoso et al., 2017; Su et al., 2015; Johns
et al., 2016; Minto et al., 2018; Feng et al., 2018; You et al., 2018; Han
et al., 2019b; Su et al., 2018; Kanezaki et al., 2018; Han et al., 2019a;
Yu et al., 2018; Yavartanoo et al., 2018), and 3D volumes (Maturana
and Scherer, 2015; Zhi et al., 2017; Sedaghat et al., 2017; Hegde and
Zadeh, 2016; Brock et al., 2016; Wu et al., 2016; Qi et al., 2016; Wang
et al., 2017a; Ma et al., 2017; Xie et al., 2018; Worrall and Brostow,
2018). In our implementation, predicted class scores of multiple rotated
instances of the test objects are averaged to obtain a final consensus
on the class label using Eq. (2). To observe the effect of the number
of multiple instances in aggregating predictions, we gradually increase
the number of instances and measure the performance on the test set on
ModelNet10 dataset as shown in Fig. 8. Our model without rotated in-
stance already outperforms VoxNet, and even outperforms ORION with
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Fig. 8. Performance curve on ModelNet10. Performance curve under increasing number
of instances in aggregating predictions.

Fig. 9. Performance reduction rate on different training set size. Performance reduction
curve under different ratios of Training Set on ModelNet10.

a single additional rotated instance. Also, while 11 rotated instances
after the first addition of the instance has a small impact, additional
elevation rotations greatly improves the overall performance.

4.5. Discussion

In this section we discuss about the benefits of using the proposed
method in terms of impact of training set size and increased diversity
of learned kernels.

4.5.1. Impact of training set size
We evaluate the impact of training set sizes of ModelNet10 on four

different models: the proposed S3PNet, the ResS3PNet26, aforemen-
tioned in Section 4.4.3, which is a modification of S3PNet with residual
connections, VRN, and VoxNet. We design three experimental setups;
each setup consists of 100%, 50%, and 10% of the original training set
where the 50% and 10% datasets were constructed by randomly per-
muting and sampling one in two and ten, respectively, while keeping
the class ratio unchanged. Training of each model was done by follow-
ing the instructions provided in the corresponding papers. The plot of
the accuracy of four different models on an identical validation set is
shown in Fig. 9. We observe that the proposed method exhibits the least
drop of generalization performance on reduced training sets: S3PNet
by 6.4%, ResS3PNet by 6.7%, VRN by 8.2%, and VoxNet by 9.7%.
This observation shows that the reduced parameters of the proposed
S3PNet behave as a regularization on the generalization performance,
thus reducing the degradation rate of performance on smaller training
sets.

4.5.2. Increased diversity of learned kernels
Based on the relatively good performance of S3PNet compared

to other methods with a substantially higher number of parameters,
we hypothesized that there are considerable redundancies in those

comparative methods. We describe these redundancies in terms of
intra-network and inter-network kernel similarity. Intra-network kernel
similarity measures how close the kernels are within a single model,
while inter-network kernel similarity measures how close the kernels
are between two different models.

We first perform a visual comparison between the learned kernels
of VoxNet and S3PNet. We visualize each slice of 3D kernels in VoxNet
for the ease of comparison with 2D kernels of S3PNet. As shown in Fig.
10a, learned 2D kernels in the proposed model effectively represent 3D
kernels in VoxNet.

Next, we perform a statistical analysis on the learned kernels to
compare the diversity of S3PNet to VoxNet. Here, we measured the sim-
ilarity of the kernels as the cosine of the angle between the vectorized
kernels based on their inner product. We note that this is equivalent to
the correlation coefficient with zero means. The distributions of intra-
network kernel similarity of S3PNet and VoxNet are shown in Figs.
10b and 10c, respectively. We can see that the kernels learned from
S3PNet has a relatively smaller ratio of redundant kernels, where the
distributions with redundant kernels will have correlation coefficient
values close to one or a negative one. Moreover, the distribution of
intra-network kernel similarity within each of 3D kernels in Fig. 10d
shows that kernel variations within each of learned 3D kernels are
indeed small. In addition to the intra-network distributions, we also
plot the distribution of inter-network kernel similarity between S3PNet
and VoxNet shown in Fig. 10e. The distribution shows that the kernels
from S3PNet and VoxNet are very similar. These observations provide
a shred of evidence that the proposed S3PNet not only learns represen-
tations from 3D object effectively but also exhibits more diverse types
of kernels than simply using stacks of 3D convolutions, thus providing
better generalization capability.

5. Conclusion

In this paper, we demonstrated that leveraging 2D convolutions on
different orthogonal planes of a 3D object and its respective cross-
sections is, in fact, very effective in capturing 3D shape representations,
even on the sparse incomplete dataset. When compared to the state-
of-the-art methods based on 3D CNN such as VRN and CubeNet, the
proposed S3PNet can reduce the number of parameters by 99.4% and
95.1% respectively. When compared to the wide variety of existing
methods for the problem of 3D shape classification on the Model-
Net10 dataset, the S3PNet outperforms all other methods based on
3D CNNs and shows comparable accuracy with methods based on
multiple 2.5D views and point clouds. Moreover, we show state-of-
the-art performances in 3D shape retrieval as well as classification
of volumetric data for the lung nodule false positive reduction task.
Our evaluation on the effect of reduced parameters shows that the
proposed method effectively reduces the redundancy presented in 3D
kernels while learning more diverse kernels. Our evaluation on the
impact of generalization performance with different training set size
also shows the effectiveness of our model even on smaller training
datasets. Through these experiments, we show that our proposed model
effectively learns the representations of 3D volume with substantially
fewer parameters by applying 2D triplanar convolutions over every
slices of 3D volumes. For future works, we plan to apply the S3PNet
for problems involving volumetric data where the training dataset size
is limited, such as the detection of lung nodules.
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Fig. 10. Similarity between learned kernels of VoxNet and S3PNet. We compare kernels learned using proposed S3PNet with VoxNet. (a) shows 2D slices of each 3D kernel in
VoxNet on the left while 2D kernels in S3PNet is shown on the right. (b) shows the distribution of intra-network kernel similarity within S3PNet while (c) shows the distribution
within VoxNet. (d) plots the similarity between 2D slices within each of 3D kernels in VoxNet. (e) shows the similarity between kernels in VoxNet and S3PNet. We observe that
the 2D kernels in S3PNet share great similarity with the 3D kernels in VoxNet while having more diversity.
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