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ABSTRACT

Fast and reliable adaptability to appearance variations of
any target object has been the holy grail of visual track-
ing. Recently, Siamese-based trackers have demonstrated
outstanding speed, however at the cost of adaptability and
accuracy. We propose to model a temporal evolution of ap-
pearance features, allowing for adaptability without online
training. Specifically, we introduce a memory-augmented
convolutional recurrent neural network (RNN), named Past-
to-Future (P2FNet), that takes appearance features as an input
at each frame and predicts the next-frame features. RNN al-
lows for fast adaptability to dynamically varying appearance,
while the memory provides the generalization capability over
longer sequences via template management. For reliability,
we propose a new augmentation to train RNN to disregard
corrupted features. A novel visualization method illustrates
the reliable template management of the memory. The exper-
imental results on benchmarks demonstrate the tracker shows
competitive performance among real-time state-of-the-art
trackers.

Index Terms— tracking, neural network

1. INTRODUCTION

Visual object tracking is one of the fundamental tasks that can
be useful in numerous applications, including but not limited
to surveillance, video analysis, and autonomous system. Ow-
ing to its broad range of applications, the problem has gained
a great amount of attention from researchers. Despite such
demand and popularity, visual tracking has remained to be
one of the challenging tasks. The objective of visual tracking
is, given the initial bounding box of an arbitrary object in the
first frame, to track the object throughout subsequent frames
of video. What makes the problem difficult is the lack of prior
knowledge of a target object and the dynamically varying ap-
pearances of the target under influences of various factors,
such as occlusion. Essentially, trackers are required to dis-
criminate the given target from background and reliably track
the target, regardless of its appearance changes.

Ever since its demonstration of an unprecedentedly high
performance in image classification problem [1, 2], convolu-
tional neural networks (CNNs) have gained a lot of attention
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Fig. 1. Visualization of memory contents. The memory con-
tents store diverse appearances, including the initial template.

and been used in other computer vision tasks. Visual track-
ing has also borrowed strong representation power of CNNs,
achieving state-of-the-art performance [3, 4, 5, 6, 7, 8, 9, 10]

Among CNN-based trackers, Siamese-based trackers [11,
12] have removed the need for online training to achieve real-
time speed, by training Siamese networks offline to extract
salient features that may persistently exist in the given target
object with dynamically varying appearance changes. How-
ever, they lack the ability to adapt to appearance changes, re-
sulting in relatively inferior performance.

We propose a new recurrent neural network (RNN) ar-
chitecture, named Past-to-Future (P2FNet), to model spatial-
temporal transformation of appearance features while main-
taining speed. To that end, we employ a Convolutional
Long Short-Term Memory (ConvLSTM) [13] that takes ap-
pearance features at each frame and predicts next-frame
appearance features. Furthermore, P2FNet incorporates an
external memory to maintain the relevant past information
for modeling long-term variations. We also introduce a new
occlusion-simulating augmentation to train P2FNet to be
resilient against noisy updates. Experiments on common
tracking benchmarks show that the proposed tracker achieves
competitive performance among real-time trackers. To fur-
ther validate the tracker qualitatively, a novel visualization is
proposed to visualize template management of the memory.

2. PROPOSED METHOD

We present a new matching-based tracker framework, named
P2FNet (shown in Fig 2), capable of reliably modeling the
spatio-temporal variations of the appearance of the target. At
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Fig. 2. The proposed framework at test time. At each frame, the feature extractor generates the appearance features of the
detected target φt. Then, the previous hidden state ht−1, the read memory rt, and the current target feature φt are combined to
generate the current hidden state ht, based on Eq(5). In turn, The hidden state is used to predict the next-frame target appearance
feature φ̂t+1, which is cross-correlated with the feature of the search patch from the next frame to obtain the response map.

each frame, a CNN first extracts appearance features from the
patch of the detected target. The appearance features are then
taken into a LSTM that decides whether the new information
is useful and manages its own internal memory and the exter-
nal memory. P2FNet then uses the past information from the
memory to predict the next-frame appearance feature, which
is cross-correlated with the extracted feature of the next-frame
search image to generate the similarity map. The generated
map, in turn, is used to estimate the location and size of the
target in the next frame. The overall procedure is illustrated
in Fig. 2.

2.1. Appearance Feature

To obtain appearance features, we use a fully convolutional
Siamese network from SiamFC [11]. The network takes a
target patch z and a search patch x, both cropped from a
given image. Then, the network maps the target patch and
the search patch into corresponding appearance features φz

and φx, respectively. As SiamFC does not take into account
for appearance changes, we focus on modeling such varying
appearance changes.

2.2. Modeling the Spatio-Temporal Transformations

In order to model varying spatio-temporal appearance changes,
ConvLSTM [13] is one possible candidate. While ConvL-
STM can encode the spatio-temporal information, it can only
store the limited amount of information, preventing it from
preserving the relevant information over a long sequence.
To that end, we employ a memory-augmented ConvLSTM,
similar to [14]. In contrast to other memory networks, the
method in [14] selectively stores hidden states of LSTM it-
self in order to preserve the relevant infromation over longer
sequences. However, the memory-augmented LSTM from
[14] is designed for language modeling and thus cannot be
naively applied to visual tracking. In the following sections,

we introduce a new variant, named P2FNet, and a new train-
ing technique to apply the memory-augmented ConvLSTM
to visual tracking.

2.3. Addressing Memory

Reading Memory: LSTM is given an access to an external
memory matrix, Mt ∈ Rk×q , where k is the number of mem-
ory slots and q is the dimension of feature stored in each mem-
ory slot. At each frame, LSTM selects which memory slot to
read, by generating a one-hot vector read weight wr

t ∈ Rk
and calculating the dot product between the generated weight
wr
t and the memory Mt as follows:

rt = (Mt)
>wr

t , (1)

where rt ∈ Rq is the read memory content.
Writing Memory : Similarly, a memory write operation is
performed by generating a one-hot vector write weight. Let-
ting i represent the index of a non-zero value, the current hid-
den state ht is first projected and written into the i-th slot of
the memory as follows:

Mt[i] = Ww
h ~ ht, (2)

where Ww
h is a 2-D convolution kernel for writing memory,

and ~ represents a convolution operator.
Addressing Mechanism: While discrete read/write weights
make discrete addressing possible, they are not differentiable.
In order to circumvent this problem, LSTM first generates the
continuous read/write weights wt, conditioned on the infor-
mation from the current hidden state ht, the current input φt,
and the current memory Mt as follows:

πt[i] = a~ tanh(Wπ
h ~ ht +Wπ

φ ~ φt +Wπ
m ~Mt[i]).

wt = softmax((πt[i] + ξ)τ(ht)),

(3)
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a,Wπ
h ,W

π
φ , and Wπ

m are 2-D convolution kernels for π. The
resulting weights wt are essentially probability distributions
over memory slots, from which the controller draws to choose
which memory slot to read or write.

In (3), gumbel-softmax [15] is used, instead of softmax,
for its close behavior to sampling from categorical distribu-
tion. The inverse temperature of gumbel-softmax, τ(ht), is a
learnable single scalar value calculated as follows:

τ(ht) = softplus(Wτ
h ~ ht) + 1, (4)

where Wτ
h denotes a 2-D convolution kernel for τ . The con-

tinuous weights from (3), in turn, are sampled to produce dis-
crete weights w. During gradient computation, continuous
weights w are used to approximate w, thereby making the
model differentiable.

2.4. Memory-Augmented Convolutional LSTM

In order to encode spatio-temporal appearance features, we
extend the fully connected LSTM to convolutional LSTM
(ConvLSTM) [13], by replacing matrix multiplications with
convolution operations. Extending LSTM to accept read con-
tent from the external memory, the evolution of appearance
features is modeled as follows:

ft = σ(Wf
h ~ ht−1 +Wf

φ ~ φt +Wf
r ~ rt),

it = σ(Wi
h ~ ht−1 +Wi

φ ~ φt +Wi
r ~ rt),

ot = σ(Wo
h ~ ht−1 +Wo

φ ~ φt +Wo
r ~ rt),

αt = σg(W
α
h ~ ht−1 +Wα

φ ~ φt +Wα
r ~ rt),

βt = 1− αt,
c̃t = tanh(βtW

c
h ~ ht−1 +Wc

φ ~ φt + αtW
c
r ~ rt),

ct = ftct−1 + itc̃t,
ht = ot tanh(ct),

(5)

where each W is a 2-D convolution kernel with the super-
script and the subscript representing its output and input,
respectively; σ denotes a sigmoid function; σg denotes a
gumbel-sigmoid function [15, 16]. How the hidden state is
updated is similar to LSTM and ConvLSTM, except two dif-
ferences. For calculating gates and the new cell state, the read
memory content is taken in to account. αt and βt gates are
used to control information from the previous hidden state
and the read memory content to the new cell state.

2.5. Write Switch

Unlike language modeling, noisy inputs occur frequently in
visual tracking, especially due to occlusions. To prevent such
noisy inputs from corrupting memory contents, we introduce
a new memory switch gate that allows the model to decide

whether to overwrite or preserve memory. Similar to αt and
βt in (5), the scalar gate δt is computed as follows:

δt = σg(W
δ
h ~ ht−1 +Wδ

φ ~ φt +Wδ
r ~ rt), (6)

where Wδ
h,W

δ
φ, and Wδ

r are 2-D convolution kernels for δ.
With the write switch, the write operation in (2) is modified
as follows:

Mt[i] = δtMt[i] + (1− δt)Ww
h ~ ht. (7)

Then, the model estimates the next-frame appearance fea-
ture at t-th frame.

φ̂t+1 = Wo
hr ~ [ht, rt], (8)

where Wo
hr is a 2-D convolution kernel, and [·, ·] denotes the

channel-wise concatenation of features.

2.6. Occlusion-simulating Augmentation

Since LSTM updates features every frame, it is crucial to train
LSTM not to drift during occlusion. Thus, we introduce a new
augmentation, where artificial occlusion box slides through
any given target in various sizes, speed, directions, and color.
To reduce the difficulty of training, we assume the target does
not change its appearance drastically during occlusion. Thus,
we fix the target and only move an occluder box to create
occluded frames.

2.7. Loss Function

Given the appearance features of the target in each frame, we
train the model to minimize the difference between the pre-
dicted next-frame appearance feature φ̂t and the ground truth
φt. In particular, the network parameters θ are optimized to
minimize an element-wise logistic loss function as follows:

L(θ) =
N∑
i

Ti∑
t

∑
u

log(1 + exp(−φ̂(i)t [u] · φ(i)t [u])), (9)

where N denotes the size of a mini-batch; Ti denotes the
length of the i-th sequence; and u denotes each position in
each channel of the appearance feature. Note that φ̂t is esti-
mated in (8).

3. EXPERIMENTS

3.1. Visualization

To validate PFNet does perform template management, it is
necessary to analyze how much information from each frame
is stored in the memory. LSTM has complex switching mech-
anisms, making it difficult to guess what the hidden state ac-
tually contains. However, if these switching mechanisms can
be performed on the input images itself, we can visualize the

3070

Authorized licensed use limited to: Seoul National University. Downloaded on June 16,2020 at 04:05:05 UTC from IEEE Xplore.  Restrictions apply. 



P2FNet SiamFC Staple KCF ACFN

Bolt MotorRolling

DSST

Fig. 3. The qualitative results on 2 challenging video sequences. P2FNet successfully adapts to dynamic appearance changes.

Fig. 4. Ablation experiment on OTB-2013.

LSTM dynamics in the image space. To that end, it is neces-
sary to extend the dimensions of switches to that of the input
image. The extended switches can then be applied to the input
images itself. The qualitative results (Fig.1) demonstrate that
the external memory accepts new appearances of the target
while maintaining past information and ignoring noise.
Network Architecture : SiamFC is trained as specified in
[11]. While training LSTM, the feature extractor network
is fixed and does not update its weights. In all experiments,
LSTM has one layer with all convolution kernels of size 1. In
Eq (5), a depthwise convolution is used, since each channel
plays a different role in appearance modeling. Each memory
slot and the hidden state has the same number of channels as
the input feature: in our case, 256.
Training Data : We use the ImageNet Video dataset, which
contains 4417 videos with more than 2 million annotated
frames in total. 60 target patches (each has the size of
127×127) are sampled for each batch/sequence. Among
60 target patches, 20 patches are occluded patches, which are
constructed according to the process described in the previous
section. Target patches are sampled at various frame intervals
to prepare the model for diverse motion scenarios. Then,
the pretrained SiamFC takes each target patch and extracts
features, which are fed into P2FNet as input.
Optimization : The recurrent network is trained for 30
epochs, each consisting of 1000 iterations with a batch size
of 4. Adam optimizer [17] is used with a fixed learning rate
of 5e-5.
Test Dataset : The Object Tracking Benchmark (OTB) [18,
19] consists of a total number of 100 video sequences. The
benchmark includes three datasets, namely OTB-50, OTB-
100, and OTB-2013. In this benchmark, two evaluation met-
rics are used: success rate and precision. The Intersection
over Union (IoU) and the distance between the estimated and
ground truth bounding boxes are computed to obtain success

OTB-2013 OTB-100 OTB-50 Speed(FPS)
AUC Prec. AUC Prec. AUC Prec.

CFNet 0.611 0.807 0.568 0.748 0.530 0.702 79
DSiam 0.652 0.891 - - - - 25
SA-Siam 0.677 0.896 0.657 0.865 0.610 0.823 50
RASNet 0.670 0.892 0.642 - - - 83
SiamFC-lu 0.657 - 0.620 - 0.577 - 82
MemTrack 0.642 0.849 0.626 0.820 - - 50
SiamFC 0.608 0.809 0.582 0.771 0.516 0.692 86
SiamFC+P2FNet (Ours) 0.642 0.875 0.595 0.798 0.555 0.684 52

Table 1. Performance of the state-of-the-art real-time track-
ing algorithms on the OTB benchmarks.

rate and precision. The final success rate is obtained by mea-
suring the area-under-curve (AUC).
Ablation Studies:

We perform various ablation studies on OTB-2013 dataset,
as shown in Fig. 4. In particular, we individually analyze each
of the main components: the external memory, the memory
write switch, and the occlusion augmentation. The memory
write switch helps prevent noisy input from corrupting the
memory, boosting the performance. Supported by the perfor-
mance increase, the synthetic occlusion proves to be effective
in preparing the model for the noisy inputs. The performance
generally increases with the size of memory but saturates at
the size of 8. Our experiments are performed on a computer
with an Intel Core i7-7700K 4.2GHz CPU and a GeForce
GTX Titan X GPU.
Comparison with Other Trackers: We compare our
tracking algorithm, P2FNet, with the state-of-the-art real-
time trackers, SiamFC [11], CFNet [20], SA-Siam [21],
RASNet[22], DSiam [23], MemTrack[24], and SiamFC-
lu[25] in Table 1. P2FNet demonstrates competitive perfor-
mance, without explicitly using the initial template. Further-
more, because P2FNet takes pretrained appearance features,
P2F can be easily trained to provide appearance adaptabil-
ity to other state-of-the-art trackers, such as RASNet and
SA-Siam, which only account for target adaptability.

4. CONCLUSION

In this paper, we have proposed an appearance feature mod-
eling framework. The proposed framework aims to estimate
the future-frame appearance features by utilizing a memory-
augmented RNN to model the trajectory of feature changes.
Trained with the occlusion-simulating augmentation, the
tracker reliably predicts the next frame features by manag-
ing the relevant past information to model long sequences of
dynamically varying targets.

3071

Authorized licensed use limited to: Seoul National University. Downloaded on June 16,2020 at 04:05:05 UTC from IEEE Xplore.  Restrictions apply. 



Acknowledgements
This work was partially supported by the Visual Turing Test
project (IITP-2017-0-01780) from the Ministry of Science
and ICT of Korea, and Samsung Electronics Smart Campus
project (0115-20180002).

5. REFERENCES

[1] Alex Krizhevsky, Ilya Sutskever, and Geoffrey E Hin-
ton, “Imagenet classification with deep convolutional
neural networks,” in NIPS, 2012.

[2] J. Deng, W. Dong, R. Socher, L.-J. Li, K. Li, and L. Fei-
Fei, “ImageNet: A Large-Scale Hierarchical Image
Database,” in CVPR, 2009.

[3] M. Danelljan, G. Hager, F. Shahbaz Khan, and M. Fels-
berg, “Accurate scale estimation for robust visual track-
ing,” in BMVC, 2014.

[4] Luca Bertinetto, Jack Valmadre, Stuart Golodetz, On-
drej Miksik, and Philip H S Torr, “Staple: Complemen-
tary learners for real-time tracking,” in CVPR, 2016.

[5] M. Danelljan, A. Robinson, F. Shahbaz Khan, and
M. Felsberg, “Beyond correlation filters: Learning con-
tinuous convolution operators for visual tracking,” in
ECCV, 2016.

[6] C. Ma, J.-B. Huang, X. Yang, and M.-H. Yang, “Hier-
archical convolutional features for visual tracking,” in
ICCV, 2015.

[7] Y. Qi, S. Zhang, L. Qin, H. Yao, Q. Huang, J. Lim, and
M.-H. Yang, “Hedged deep tracking,” in CVPR, 2016.

[8] H. Nam and B. Han, “Learning multi-domain convo-
lutional neural networks for visual tracking,” in CVPR,
2016.

[9] L. Wang, W. Ouyang, X. Wang, and H. Lu, “Stct:
Sequentially training convolutional networks for visual
tracking,” in CVPR, 2016.

[10] B. Han, J. Sim, and H. Adam, “Branchout: Regular-
ization for online ensemble tracking with convolutional
neural networks,” in CVPR, 2017.

[11] Luca Bertinetto, Jack Valmadre, João F Henriques, An-
drea Vedaldi, and Philip H S Torr, “Fully-convolutional
siamese networks for object tracking,” in ECCV 2016
Workshops, 2016.

[12] David Held, Sebastian Thrun, and Silvio Savarese,
“Learning to track at 100 fps with deep regression net-
works,” in ECCV, 2016.

[13] Xingjian Shi, Zhourong Chen, Hao Wang, Dit-Yan Ye-
ung, Wai kin Wong, and Wang chun Woo, “Convolu-
tional lstm network: A machine learning approach for
precipitation nowcasting,” 2015.

[14] Caglar Gulcehre, Sarath Chandar, and Yoshua Bengio,
“Memory augmented neural networks with wormhole
connections,” arXiv preprint arXiv:1701.08718, 2017.

[15] Eric Jang, Shixiang Gu, and Ben Poole, “Categorical
reparameterization with gumbel-softmax,” 2017.

[16] Chris J Maddison, Andriy Mnih, and Yee Whye Teh,
“The concrete distribution: A continuous relaxation of
discrete random variables,” 2017.

[17] Diederik Kingma and Jimmy Ba, “Adam: A
method for stochastic optimization,” arXiv preprint
arXiv:1412.6980, 2014.

[18] Y. Wu, J. Lim, and M.-H. Yang, “Online object tracking:
A benchmark,” in CVPR, 2013.

[19] Y. Wu, J. Lim, and M.-H. Yang, “Object tracking bench-
mark,” TPAMI, vol. 115, no. 3, pp. 211–252, 2015.

[20] Jack Valmadre, Luca Bertinetto, Joao Henriques, An-
drea Vedaldi, and Philip H. S. Torr, “End-to-end repre-
sentation learning for correlation filter based tracking,”
in CVPR, 2017.

[21] Anfeng He, Chong Luo, Xinmei Tian, and Wenjun
Zeng, “A twofold siamese network for real-time object
tracking,” 2018.

[22] Qiang Wang, Zhu Teng, Junliang Xing, Jin Gao, Weim-
ing Hu, and Steve Maybank, “Learning attentions:
Residual attentional siamese network for high perfor-
mance online visual tracking,” 2018.

[23] Qing Guo, Wei Feng, Ce Zhou, Rui Huang, Liang Wan,
and Song Wang, “Learning dynamic siamese network
for visual object tracking,” in ICCV, 2017.

[24] Tianyu Yang and Antoni B. Chan, “Learning dynamic
memory networks for object tracking,” arXiv preprint
arXiv:1803.07268, 2018.

[25] Bi Li, Wenxuan Xie, Wenjun Zeng, and Wenyu Liu,
“Learning to update for object tracking,” arXiv preprint
arXiv:1806.07078, 2018.

3072

Authorized licensed use limited to: Seoul National University. Downloaded on June 16,2020 at 04:05:05 UTC from IEEE Xplore.  Restrictions apply. 


