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Abstract

We address an unsupervised object detection and seg-
mentation problem that goes beyond the conventional as-
sumptions of one-to-one object correspondences or model-
test settings between images. Our method can detect and
segment identical objects directly from a single image or a
handful of images without any supervision. To detect and
segment all the object-level correspondences from the given
images, a novel multi-layer match-growing method is pro-
posed that starts from initial local feature matches and ex-
plores the images by intra-layer expansion and inter-layer
merge. It estimates geometric relations between object enti-
ties and establishes ‘object correspondence networks’ that
connect matching objects. Experiments demonstrate robust
performance of our method on challenging datasets.

1. Introduction
Despite significant progress in object recognition re-

search, most approaches usually require strong or weak su-
pervision for object modeling [12, 15, 5, 13, 5, 16]. For
example, uncluttered model images are required or bound-
ing boxes are adopted for learning each target object. Al-
though recent object categorization methods based on latent
topic models [17, 18, 10] have proposed unsupervised ap-
proaches, they require a decent amount of training images
for learning and do not deal with direct object-based match-
ing from severely cluttered images.

In real-world images, however, objects of similar appear-
ance often show up simultaneously in a view. For example,
a single image can contain not only replicas, but also mul-
tiple shots of identical objects. Thus, for the general pur-
pose, unsupervised object-level matching within a single
image should be investigated. Interestingly, this problem
is directly related to many-to-many object correspondences
across images. Given two or more images, let us imag-
ine a combined image consisting of these images. Then,
detecting many-to-many object correspondences across the
original images is actually equivalent to detecting multiple
sets of identical objects within the combined image. Al-

Figure 1. A result of unsupervised object detection and segmen-
tation. Without any specific object model, our method detects
all identical object sets (left) with dense correspondences (right).
Each object set constitutes an ‘object correspondence network’
that connects the identical objects.

though several works [4, 2] have dealt with feature-level
many-to-many matching, many-to-many object matching
has not been focused on in literature. In this paper, we ad-
dress unsupervised object detection and segmentation that
goes beyond the conventional assumptions, that is, one-to-
one object correspondences or model-test settings between
images. As shown in Fig.1, our method can detect and
segment identical objects directly from a single image or
a handful of images. It estimates geometric relations be-
tween object entities and establishes object correspondence
networks that connect matching objects.

Our work is closely related to unsupervised common
object recognition methods [3, 9] that address the limita-
tion of conventional model-test settings of image match-
ing. Co-recognition [3] and quasi-dense matching [9] rec-
ognize and segment common object pairs directly from im-
age pairs containing common objects with clutter and oc-
clusion. They are commonly built on match-growing ap-
proaches proposed for object recognition and image regis-
tration [5, 11]. These works [3, 9], however, assume that
there are one-to-one object correspondences between two
images. Our method can be viewed as a generalization of
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their unsupervised common object recognition.
The problem of unsupervised object matching without

one-to-one contratints is far more challenging than the pre-
vious one-to-one object matching problems [3, 9] and con-
ventional object recognition problems with model-test set-
tings [12, 15, 13, 5, 16]. Under the one-to-one assump-
tion, previous works usually adopt various nearest-neighbor
(NN) matching methods (i.e., the widely used unambigu-
ous NN method in [12]) at feature matching so that a rela-
tively high ratio of true matches can be achieved. The NN
methods, however, severely deteriorate inlier detection in
the presence of multiple identical objects or similar patterns
because the features in the patterns have multiple match-
ing features beyond a NN feature. Therefore, for such gen-
eral cases, we should allow multiple correspondences for
each local feature at feature matching, and this drastically
increases the number of outliers. Sequential trials of the
conventional methods are not feasible solution in general
since complex matching relations with a large amount of
outliers distract them from exploiting true matches. To our
knowledge, previous researches do not address these issues
in recognition. In this work, we cast the problem as a MAP
task on a generative model in Bayesian framework, and
propose a multi-layer match-growing algorithm that detects
and segments all the object-level pairwise correspondences
in the given images. Experiments demonstrate robust per-
formance of our method on challenging datasets.

2. Object Correspondence Networks
Given a single image, we detect pairwise object cor-

respondences with their segmented region pairs, and con-
structs the object correspondence networks by connecting
the object correspondences based on the overlaps of their
segmented regions as shown in Fig.1. Each connected net-
work represents a set of identical objects in the given image.
Note that this concept also holds when the number of the
given images is increased. The more images we consider,
the more and the larger networks we obtain.

Figure 2 illustrates the overview of our approach. First,
we divide the matching problem on the given images into
parallel sub-problems. Generally, we can assume that a re-
gion pair of a pairwise object correspondence lies on an
image or between two images. Thus, we divide the whole
problem with N images into the sub-problems consisting
of N single-image problems and N(N − 1)/2 cross-image
problems. This partitioning increases efficiency by reduc-
ing complexity in the subsequent match-growing process.
Second, we obtain initial matches allowing multiple cor-
respondences for each feature using feature detectors as
shown in Fig.2 (a) (Sec.4.1). Third, each initial match forms
a singleton cluster with its own expansion layer, which pro-
vides the cluster with space for expansion as shown in Fig.2
(b). Then, the clusters are iteratively grown by intra-layer

Figure 2. Overview of our approach

expansion and inter-layer merge until the posterior model
p(θ|I) in Sec.3 converges as shown in Fig.2 (c) (Sec.4.2).
Finally, reliable pairwise object correspondences are chosen
and connected by our region overlap criterion. These consti-
tute object correspondence networks that represent identical
object sets and their relations as in Fig.2 (d) (Sec.4.3).

3. Generative Model
The buliding blocks of object correspondence networks

is pairwise object-level region correspondences. In this sec-
tion, a posterior probability model of the pairwise object
correspondences is described. A pairwise object correspon-
dence is represented by a cluster of local region matches (a
match cluster). Thus, a set of the pairwise object correspon-
dences θ consists of match clusters Γi with the number of
match clusters K as follows:

θ = {Γ1, Γ2, ..., ΓK}. (1)

Each match cluster Γi is composed of local region matches
Mi;m and expressed as follows:

Γi = {Mi;m : m = 1, ..., Ni}, (2)

Mi;m = {(RH
i;m, R

T
i;m), Hi;m}, (3)

where Mi;m denotes a member match that consists of a
small local region pair RH

i;m, RT
i;m, and affine homography

Hi;m between them. Ni denotes the number of member
matches in Γi. Since each object correspondence consists
of a pair of object regions, we refer to the larger region as
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(a) Dynamic neighborhood system of a match cluster

(b) Local geometric deformation of a match in the cluster

Figure 3. (a) Neighborhood system of a cluster is constructed by
Delaunay triangulation on the head of the cluster. Blue and red
denote the head and the tail region, respectively. Matches in the
cluster are shown in the middle, and their neighborhood system
constructed by DT in the right. (b) Geometric deformation of a
match is defined as a mean projective error of neighbor points on
a normalized domain.

the head and the smaller one as the tail. RH
i;m andRT

i;m rep-
resent the local regions belonging to the head and the tail,
respectively.

In the Bayesian framework, the posterior p(θ|I) is the
probability of θ being a set of pairwise object correspon-
dences given image set I . Our objective is to find θ∗ that
maximizes this posterior as follows.

θ∗ = argmax
θ

p(θ|I) = argmax
θ

p(I|θ)p(θ). (4)

The prior p(θ) describes the geometric coherency and
maximality, and the likelihood p(θ|I) explains the photo-
metric coherency in the following Bayesian formulation.

3.1. Bayesian Formulation

Dynamic Neighborhood System
First, in order to design the geometric prior of θ, we

construct a dynamic neighborhood system on each cluster
Γi. Suppose a graph structure Gi = (Vi, Ei) for each clus-
ter Γi. The member matches of Γi consists in node set
Vi = {Mi;m}, and edge set Ei is constructed by Delau-
nay triangulation (DT) on the center points of head regions
RHi;m as shown in Fig.3 (a). The neighbor set of Mi;m is
defined as NMi;m

= {Mi;n : (Mi;m,Mi;n) ∈ Ei}. The
computational complexity of DT is O(n log n) and DT can
be incrementally updated when the cluster changes. Thus,
this dynamic neighborhood system provides fast and adap-
tive neighborhood relation along expansion/merge moves.

Geometric Prior

Based on the neighborhood system, we define a geomet-
ric prior as follows. In cluster Γi, consider a local region
match Mi;m and its neighbor nodes NMi;m

. We define a
normalized domain in which both RH

i;m and RT
i;m are pro-

jected to a unit circle with the same orientation as shown
in Fig.3 (b). Let TH

i;m and T T
i;m be the transformations that

map RH
i;m and RT

i;m onto the domain, respectively. Then,
the local deformation energy of Mi;m is defined as

dg(Mi;m) =
1

|NMi;m
|

∑
Mi;n∈NMi;m

|TH
i;mc

H
i;n − T T

i;mc
T
i;n|,

(5)
where cH

i;n and cT
i;n denote the center points of RH

i;n and
RT
i;n, respectively. This represents the mean projection error

of neighbors on the normalized domain. Summing up the
all local deformation in the cluster, The geometric energy
of cluster Γi is defined as follows:

Eg(Γi) =

Ni∑
m=1

dg(Mi;m). (6)

This provides robust geometric prior not only for all co-
planar regions but also for smoothly deformed surfaces.
Due to the neighborhood system, it dynamically adapts to
changes in the cluster configuration so that it generates more
flexible deformation measures with much lower computa-
tional cost than topological prior used in [5, 3].

Maximality Prior
To grow match clusters to larger ones, a reward for ex-

pansion and merge is required in the prior model. Thus, we
design the maximality energy as

Em(θ) =

K∑
i=1

(
−Ni − |∆i|

)
, (7)

where Ni and |∆i| denote the number of member matches
and the number of Delaunay triangles of the cluster Γi, re-
spectively. The first term encourages each cluster of θ to
expand, and the second term provides a reward for merge of
the clusters.

Photometric Likelihood
The likelihood encodes the photometric coherency using

the observation of the given images. We define the dissimi-
larity of two regions in a local region match as in [3] by

dp(Mi;m) = 1−NCC(RH
i;m, R

T
i;m) +

dRGB(RH
i;m, R

T
i;m)

100
,

where NCC(·, ·) is the normalized cross-correlation be-
tween the gray patterns of two regions, while dRGB(·, ·) is
the average pixel-wise Euclidean distance in a normalized
RGB color-space. Hence, assuming that local matches are
mutually independent in photometric coherency, the photo-
metric energy of a cluster is defined as

Ep(Γi) =

Ni∑
m=1

dp(Mi;m)2.
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Finally, we formulate the overall prior and the likelihood
in the posterior equation of (4) as follows:

p(θ) ∝ exp

(
−

K∑
i=1

Eg(Γi)− Em(θ)

)
, (8)

p(I | θ) ∝ exp

(
−λp

K∑
i=1

Ep(Γi)

)
. (9)

4. Inference Algorithm
As briefly illustrated in Fig.2, the proposed algorithm

consists of three main phases: initial matching, multi-layer
growing, and object correspondence networking.

4.1. Initial Matching

Initial seed matches are established within a image or
across two image depending on the sub-problem. For
the matching, we used local affine region feature detec-
tors [13, 14] and SIFT descriptor [12]. To deal with repeti-
tive patterns from object replicas or similar objects, multiple
matches should be allowed for each local region. We calcu-
late similarities between all the possible feature pairs using
SIFT descriptors and collect the matching pairs exceeding
a loose similarity threshold. Although this initial matching
usually generates much lower true match ratio than conven-
tional NN methods do, it preserves many true matches that
is supposed to be eliminated by conventional NN methods
in the presence of repetitive patterns. The problem of the
low true match ratio in the initial matching is addressed in
the following multi-layer growing.

4.2. Multi-Layer Growing

For growing initial seed matches to object correspon-
dences, we present a multi-layer growing algorithm driven
by expansion/merge moves. Although the algorithm is
inspired by the data-driven Markov chain Monte Carlo
(DDMCMC) algorithm in [3], we extend the single-layer
growing of [3] in a multi-layer framework and propose a
efficient method to address the complexity of multi-layer
growing problem. In the MCMC theory, each move should
be reversible for backtracking and satisfy the detailed bal-
ance condition [6]. Thus, in the computation of each move
proposal, all possible moves between the current state and
the proposed state should be considered. Since it is often
computationally expensive, various approximation short-
cuts are adopted in recent works [7, 8, 3]. In the sense of op-
timization in practice, however, reverse moves are required
only because forward moves are likely to be trapped at local
minima. Therefore, instead of constructing computation-
ally expensive MCMC algorithm with reversible moves, we
designed a stochastic algorithm with strong forward moves
(expansion/merge) partly embedding their reverse moves

Algorithm 1 Multi-Layer Iterative Growing
1: Construct clusters and their expansion layers
2: repeat
3: if U ∼ [0, 1] < Qe then
4: Propose an expansion move in a cluster
5: else
6: Propose a merge move between two clusters
7: end if
8: Calculate the posterior p(θ|I)
9: if p(θ|I) increases then

10: Accept the proposed move
11: Update the neighborhood system
12: Update the expansion layers
13: end if
14: until The posterior p(θ|I) converges

(contraction/split) in themselves. Utilizing these expan-
sion/merge moves, our greedy algorithm explores the so-
lution space efficiently without explicit reverse moves.

The outline of the multi-layer growing algorithm is ex-
plained as follows. After the initial matching, each ini-
tial seed match forms an initial singleton cluster with its
own expansion layer that provides space for expansion. As
shown in Fig.4(a), each expansion layer consists of an over-
lapping circular grid of regular local regions that covers the
image domain as in [5, 3]. In each expansion move pro-
posal, a match in a cluster is selected as a supporter match,
and a local region around the selected supporter match is
chosen as a target region on the expansion layer of the clus-
ter. Then, the target region establishes a new match propa-
gated by the support match as in Fig.4(b). If the expansion
proposal is accepted, the propagated match is included in
the cluster and the target region is eliminated from the ex-
pansion layer. In each merge move proposal, two geomet-
rically similar clusters are selected and proposed to merge.
As shown in Fig.4(c), if the merge move proposal is ac-
cepted, the expansion layers are also combined into their
intersection. Our algorithm accepts the expansion/merge
proposal moves when it increases the posterior probability
consisting of (8) and (9). The growing is iterated until the
posterior p(θ|I) converges.

Note that although our multi-layer approach multiplies
layers to explore at the start, merge moves gradually reduce
the number of layers and guide expansion move propos-
als to concentrate on potential region. Likewise, expansion
moves also guide merge move proposals to find compatible
clusters by gradually growing them. Through these coop-
erative moves, our algorithm efficiently finds object corre-
spondences in spite of significant outliers in initial matches.
The basic procedure is summarized in Algorithm.1, and the
more details are described in the following.

Multi-Layer Expansion Move
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(a) Initial expansion layer

(b) Expansion move

(c) Merge move

Figure 4. Multi-layer expansion/merge moves. (a) Each expansion
layer consists of overlapping circular regions covering the image
domain. (b) A cluster expands a region (blue circle in the bottom)
using a support match (solid black line), and its expansion layer is
updated. (c) Two clusters merge into one, and their expansion lay-
ers are combined into one. Note that regions in expansion layers
are represented by red square for visualization in (b) and (c).

The expansion move is proposed by the following
stochastic procedure. First, a cluster Γi is chosen from
the current K clusters with the probability p(Γi) ∝ Ni,
which reflects a preference for larger clusters. Sec-
ond, among the members in the cluster a supporter
match Mi;m is selected with probability p(Mi;m|Γi) ∝∑
R∈Ωi

exp
(
− dist(RH

i;m,R)2

2σ2
e

)
, where dist(·, ·) denotes the

Euclidean distance between the region centers, and Ωi rep-
resents the expansion layer of Γi. This means that the se-
lected supporter match is likely to have more unoccupied
regions at nearer distance on the expansion layer. Finally,
a target region RT (∈ Ωi) is chosen with the probability

p(RT|Mi;m, Γi) ∝ exp
(
− dist(RH

i;m,RT)
2

2σ2
e

)
, with a prefer-

ence for ones closer to the supporter. After the new match
propagates, the propagated region is refined to adapt to
propagation errors and object deformation. For the details,
refer to [5].

Since each cluster has its own expansion layer, local

region matches occupying the same region, called region-
sharing matches, can be established in our framework if
they do not belong to the same cluster. This enables dif-
ferent pairwise object correspondences to occupy the same
image region. If, however, the region-sharing matches is al-
most the same, such identical matches are prevented since
object correspondences do not share identical matches in
images. Thus, when an expansion proposal of cluster Γi
produces a match identical to an existing match in another
cluster Γj , the expansion proposal is combined with con-
traction of its identical match in Γj . This means that clus-
ters Γi and Γj compete to have the match. In this work,
we define the identical matches as the matches overlapping
over 50% both in their heads and in their tails.

Multi-Layer Merge Move
To propose a merge move of geometrically similar clus-

ter pairs, we exploit the area ratio of the head to the tail
in each cluster. For a candidate cluster pair Γi and Γj , we
perform DT on the head regions of the combined cluster
Γi∩Γj just as we construct the dynamic neighborhood sys-
tem in Fig.3. The obtained triangles are divided into two
sets: old triangles ∆old

i∩j that are the same as the ones in DT
of Γi or Γj , and new triangles ∆new

i∩j that are not included
in ∆old

i∩j . If two cluster Γi and Γj belong to the same object
correspondence, the area ratio of the head to the tail in∆old

i∩j
and that in ∆new

i∩j is likely to be similar since the new trian-
gles ∆new

i∩j lie between Γi and Γj . Thus, denote the head-tail
area ratio of ∆old

i∩j by ρold
i∩j , and that of ∆new

i∩j by ρnew
i∩j . Using

these ratios, the candidate cluster pair is proposed with the

probability p(Γi, Γj) ∝ exp

(
− | log(ρ

old
ij /ρ

new
ij )|2

2σ2
m

)
.

When Γi and Γj have region-sharing matches that have
the same regions in common, the merge move proposal is
combined with a split of the region-sharing matches as an-
other match cluster. Let us denote the set of region-sharing
matches in Γj by ΓS. Then, the merge proposes two clus-
ters, Γi ∪ Γj − ΓS and ΓS.

4.3. Object Correspondence Networking

After convergence of the algorithm, we eliminate unreli-
able clusters from the object correspondence set θ∗. Typ-
ically, match clusters that are more reliable are likely to
grow better and have distinctive textures in their region.
Thus, we determine our reliability measure as the expanded
area in the tail region of the cluster and its mean variance.
The reliable match clusters are connected to construct ob-
ject correspondence networks according to their overlap-
ping regions. Figure 5 illustrate our object-networking step.
In this work, we use the single-link hierarchical clustering
algorithm (HAC) to group the pairwise object correspon-
dences [1]. The similarity between two object correspon-
dence is defined by the ratio of overlapping area to the area
of smaller region, and the object correspondences are ag-
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Figure 5. Networking step. The left shows pairwise object corre-
spondences, each represented by a region pair of the same color.
The right shows two networks constructed by connecting overlap-
ping regions

glomerated by the HAC until the similarity is lower than
0.8. As shown in Fig.5, HAC constitutes object networks,
each representing a set of identical objects. Although some
pairwise object correspondences are missed in the previous
step, the overall networks are robust to the missing links
since other pairwise correspondences provide indirect path-
ways, as in the case of the blue network in Fig.5 (b). By
this networking step, we classify the detected object regions
into sets of identical objects. The object correspondence
networks can be constructed in different ways and used to
analyze structural information, such as partial matching re-
lation and matching patterns.

5. Experiments
In this section we present three experiments that demon-

strate our method on unsupervised object detection and seg-
mentation tasks. All experiments were performed under the
following settings. In the initial matching step, MSER and
Harris affine region detector [14, 13] with SIFT descrip-
tor [12] were used. The matching threshold was set to 0.4
of distance in the SIFT descriptor space. The multi-layer
growing was performed with Qe = 0.9, λp = 2.0, σe =
0.01dl, σm = 0.2dl, where dl means the diagonal length of
the image. We used two criteria for reliable object corre-
spondences: expanded area over 3% of image, and mean
intensity variance over 0.005.

In the first experiment, we compared segmentation ac-
curacy with the previous one-to-one object matching and
segmentation methods. Figure 6 shows a comparative ex-
ample on segmentation of deformed object with [3] and [9].
The results are borrowed from the papers. Our dynamic
neighborhood system and geometric prior provide more ro-
bust detection and segmentation for deformable objects as
shown in Fig 6. For quantitative comparison, we tested our
method on the dataset1 of [3]. All the results are summa-
rized in Table.1, where the final column denotes the aver-
age performance of the method in [3]. While our method
deals with more general matching and has lower computa-
tional complexity than the method in [3], it outperforms the
method [3] in segmentation accuracy.

1http://cv.snu.ac.kr/∼corecognition

(a) The result of [9]

(b) The result of [3]

(c) Our result
Figure 6. Common object recognition and segmentation. Com-
pared to results of [3] and [9], our method shows better robustness
to non-rigid deformation so that it covers the whole deformed part.

Data Mic. Min. Jig. Toy Book Bul. Avg. [3]
Hit (%) 84.4 87.8 81.6 85.2 97.2 93.8 88.3 85.5
Bk (%) 19.4 31.1 19.4 20.8 11.3 15.2 19.5 22.4

Table 1. Segmentation performance on the dataset of [3]
.

In the second experiment, we selected five complex test
images from the ETHZ dataset2, and generated a penta-tiled
image as shown in Fig.7. We then applied our method to de-
tect and segment identical objects from the image. Note that
we did not use any information regarding boundaries of the
images and considered it as one image. The previous meth-
ods [3, 9] cannot be applied to this problem. The penta-tiled
image includes 8 sets of recurrent objects with clutter and
occlusion under severe changes of viewpoint, scale, and il-
lumination. As shown in Fig.7, we detected eight sets of
objects where one true set (Leo puppet) is missing and one
false set (dice hole) is detected.

In the third experiment, for unsupervised identical ob-
ject detection on real-world images, we constructed our own
dataset having several identical objects with occlusion and
clutter since there are no available public dataset adequate
for the problem. The dataset consists of 30 images: 10 im-
ages for single image tests and 10 image pairs for image

2http://www.robots.ox.ac.uk/∼ferrari/datasets.html
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Figure 7. Object correspondence networks from a penta-tiled im-
age. Note that we used it as one large image without any informa-
tion about boundaries of original images.

pair tests. Our algorithm was applied to the dataset to detect
identical objects from the images, and their boundaries are
segmented based on local regions of match clusters. Some
of the results are shown in Fig.8. For visualization, all re-
gions in the same object correspondence network are de-
lineated by the same color. As shown in Fig.8, our method
provides good matching results in spite of the complexity of
the given images. Although some false pairwise object cor-
respondences were detected and some are missing, most of
the identical objects were correctly localized and classified
into identical groups by the networking step. The fourth row
in Fig.8(a) shows results on images with repetitive patterns.
In these cases, many match clusters gradually grew inside
the repetitive pattern region at the growing step, and all the
match clusters connected into a single network at the net-
working step. Finally, it covers and detects the all repetitive
patterns in the image. The network information could be
further used to analyze the properties of the patterns such as
the period and the direction of the repetition. For more re-
sults, refer to our site: http://cv.snu.ac.kr/∼objectnetworks/

For evaluating the detection accuracy of the pairwise
object correspondences, we computed recall and precision
rates for our dataset considering all the possible pairwise
correspondences. The average results are summarized in
Table.2. For the detection criterion, we used the area of
overlap(50%) with our ground truth.

Single Pair Average
Recall 0.89 0.61 0.75

Precision 0.94 0.89 0.92

Table 2. Recall and precision of the pairwise object matching on
our dataset. Some of the results are visualized in Fig.8.

6. Conclusion
In this paper we address an unsupervised object match-

ing problem, that detects and segments all identical objects
from a single image or multiple images. A novel generative
model of multi-layer growing and a concept of object corre-
spondence networks are introduced. Experiments show the
robust performance of our method on challenging complex
scenes in comparison with the previous works. For future
work, we will attempt to exploit larger object correspon-
dence networks for learning 3D model and their whole-part
relations from dynamic scenes.
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(a) Results on single images

(b) Results on image pairs
Figure 8. Object matching and segmentation results on our dataset. (a) and (b) shows the results on single images and on image pairs,
respectively. For each result, the input images, segmentation with object correspondence networks, and their dense correspondences are
shown. Each color illustrates the identity of an object.

1624


